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Abstract

Federated learning is a privacy preserving
method of distributed learning over heterogeneous user data. Federated learning follows the
philosophy of "bringing the code to data, instead
of bringing data to code" to address the above
mentioned privacy conerns [7, 19]. The architecture presented by Bonawitz et. al. [7] consists of
a server responsible for selecting client devices
for training from a pool of currently available
devices for each round. Server maintains a copy
of global model, which it distributes to the selected client devices at start of each round. Each
client trains the model on their local data and
send the gradients back to the server. The server,
after getting gradients from all the clients calculates the average gradient using the FedAvg
algorithm. This gradient is used to update the
global model, which is then distributed in the
next round.

Federated learning provides the ability to learn
over heterogeneous user data in a distributed
manner, while preserving user privacy. However,
its current clients selection technique is a source
of bias as it discriminates against slow clients.
For starters, it selects clients that satisfy certain
network and system specific criteria, thus not
selecting slow clients. Even when such clients
are included in the training process, they either
straggle the training or are altogether dropped
from the round for being too slow. Our proposed
idea looks to find a sweet spot between fast convergence and heterogeneity by looking at smart
clients selection and scheduling techniques.
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Background

Last decade saw an explosion of data driven and
machine learning based applications to solve
different problems. This naturally lead to a lot
of fruitful discussion about ownership and control of access to this data. Users are concerned
about privacy of their sensitive data and do not
prefer sharing it with the third party organizations. However, the value of models trained on
this user data is quite high to both the organizations and end users. Thus, recently we have seen
a lot of work on privacy preserving designs of
machine learning models, popularly known as
federated learning.

Since gradients can still reveal information
about the data, to ensure privacy further the gradient updates sent by client are preserved with
secure aggregation [8]. Secure aggregation prevents the server from learning individual clients’
gradients, but the server can learn overall aggregate once response from all clients is received.
This coupled with already synchronous nature
of federated learning, makes the performance of
training susceptible to degradation due to stragglers. Thus, it is desirable from the angle of
performance that the selected devices are almost
homogeneous with respect to the network and
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compute power. Most of the current designs select clients randomly from a pool of devices
that satisfy certain criteria e.g. minimum 2 GB
memory, unmetered network etc [7, 16]. This
technique of client selection introduces explicit
bias in the system since factors like device memory and quality of network are directly linked
with socioeconomic status [6, 14, 16]. Thus, it’s
critical to improve client selection mechanism
to build models that are void of this explicit bias.
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tion costs at the expense of accuracy of the sent
parameters. Abay et al [6] propose a fairness
aware regularization in the loss function. However, we argue that such techniques do not truly
address the bias problem because there is still
discrimination in how slow clients are handled.
An ideal design should give equal opportunity
to contribute to the global model to all clients.

2.2

It’s clear that the heterogeneous communication environments and computation resources
at clients can hamper the overall training speed.
To accelerate the convergence speed under this
client heterogeneity, existing work has investigated to make smarter decisions about clients
selection to alleviate the communication overhead.
In the prevalent random client selection strategy, all clients participate in the client selection phase in every round. The server uniformly
and randomly selects a subset of clients from
the pool [18, 20, 24] for training, and the chosen clients do multiple iterations of SGD on the
local data, given the ML model and the latest
parameters from the server. Finally, the server
collects and aggregates the computed gradients
to update the global parameters. Li et. al. [18]
provided a necessary convergence condition for
federated learning on non-iid data with partial
clients participation. Ruan et. al. [24] offered
a selection scheme that converges even when
devices can flexibly join or leave the training.
Some recent work looks to do client selection
based on different criteria like higher potential
for global model convergence or good network
conditions. Cho et. al. [10] revealed that a selection biased towards clients with higher local
loss can increase the speed of convergence. This
is because higher loss indicates higher potential
for model improvement. The proposed POWEROF-CHOICE algorithm can yield up to 3X faster
convergence and 10% higher test accuracy compared with conventional federated learning with

Related Work

There have been a great emphasis on this problem, and there are solutions varying from model
compression to different strategies of client selection. In this section, first we discuss different
works that highlight and try to address the problem of bias and then we discuss different current
client selection strategies.

2.1

Clients Selection Strategies

Bias Mitigation Strategies

As we discussed, the existing design of federated learning introduces explicit bias since parameters based on which devices are selected
are linked with socioeconomic factors [6,14,16].
Bias can also come because of non-IID distribution of data, however this is a deep learning optimization problem and there are some techniques
to circumvent it [10, 17, 28]. To mitigate the explicit bias discussed above, we need to include
slow devices in the training process. Clearly doing this comes at the cost of slow convergence,
owing to the slow clients straggling the process.
However, there have been some work on reducing compute and network costs for slow client at
the expense of accuracy of the model [15,17,26].
For example Li et. al. [17] allows different devices to perform variable amount of workload
depending on their resources, slow clients can
run fewer epochs or use lesser input data. Similarly, Konečnỳ et. al. [15] compresses model
updates in a lossy fashion to reduce communica2
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Figure 1: (a) The round time in the random selection scheme is determined by the straggler. (b)
While the round time in FedCS is shortest, the client3 and client4 are always excluded because of
their long training time and transmission delay. (c) Our scheme reaches the best trade off between
training time and data heterogeneity.
random clients selection. FedCS [22] requests
the resource information, such as wireless network bandwidth and computational capacities,
from selected clients before the distribution of
parameters of the global model. It then only collects the gradients from clients which can update
and upload the parameters within a deadline. Although these biased clients selection models can
facilitate quicker convergence, it sacrifices the
original benefit of federated learning: the heterogeneity of data.

we can randomly choose clients with different
network/computation conditions across rounds
to guarantee data heterogeneity. We understand
that slow clients might be in minority in some
cases, where arranging separate round for them
can jeopardize their privacy. To ensure privacy
for such rounds we can fill up the round group
with faster clients too. We visualize and compare
this strategy with random selection in Bonawitz
et, al. [7] and FedCS [22] in fig1.

4
3

System Design

Motivation
To reduce bias and also ensure faster model convergence, we propose a smart approach of clients
selection. We first collect the device’s compute
captured by FLOPS (Floating point Operations
per Second) along with network conditions such
as uplink and downlink bandwidth [11] of every
connected client.
Based on these collected parameters, we categorize clients into different equal sized clusters, each cluster with clients with similar training time. We also determine optimal number
of clusters, k, for a given distribution. k is optimized to minimize training time, while ensuring higher possible degree of anonymity (high
cluster sizes). In every round, the FedSS server
chooses a cluster in a round-robin way and selects clients within it randomly to ensure equal
opportunity of every client.

As evident from the related work, federated
learning between clients with heterogeneous
data, device and network can result in prolonged
convergence time. Appropriate clients selection
decisions can result in quick convergence. Convergence time is determined by two factors: i)
number of rounds until the model convergence
condition is reached and ii) time duration of
each round. The number of rounds can be reduced by selecting clients that add more value to
the learning e.g. high losses. Whereas duration
of each round is determined by the stragglers,
thus selecting devices based on device and network parameters can reduce convergence time.
To avoid the prolonged round duration time
caused by stragglers, we can select clients with
similar training time in each round. Meanwhile,
3

There are two basic intuitions behind the approach. 1) Reduce bias induced due to barrier
to entry for low bandwidth/ low-end devices,
which in turn minimizes socio-economic bias.
By giving fair chance to all the clients, model
gets a better chance to learn from different data
distributions. This also prevents against content farms attacks using uncompromised phones
with high availability and bandwidth. 2) Have
more coordinated training rounds with similar
performing clients grouped together. We are less
likely to run into a situation in which overall
completion time of a round is longer due to a
fraction of low-performing devices.
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Figure 2: The workflow to finish one round of
synchronous training in FedSS . The bottleneck
includes models distribution, models collection
and parallel clients training, which majorly
depend on the client’s computation speed and
network conditions.

From figure 2, the steps in one round of training in FedSS comprise: the smart clients selection, the distribution of models, the parallel
clients training procedure, the collection of updated models, and the aggregation. Except the
first and the last steps, the time it costs in all
other steps is decided by the clients’ environments. The network conditions, such as bandwidth and propagation delay, determine the time
taken to distribute model and collect gradients.
Meanwhile, the client’s local computing power,
reflected by available CPUs, GPUs and memory, determine the time taken to finish the training procedure. Therefore, FedSS dynamically
tracks and records those parameters of every
connected client, and predicts the approximate
time it takes to accomplish one round.
Let’s assume the model size is M, and total number of floating point operations in the
model is Flops. Given the measured network
uplink bandwidth ULi , downlink bandwidth DLi ,
client’s FLOPS rate FlopsRatei and the number
of samples at client Si for client ci , the overall
round time Ti for that client is:

There are different faithful methods to measure bandwidth and FLOPS. Measuring bandwidth has been an active area of research for
a long time. There are active ways to measure bandwidth such as speed tests and probe
trains [11]. There are passive mechanisms as
well which estimate bandwidth based on network usage, e.g. client hints [1]. Similarly, there
are different benchmarks to measure FLOPS as
a proxy of compute power e.g. Linpack [4] and
HPL [3]. Additionally, these estimates of compute power can be improved with real time observations of time taken to run a training round.
The mechanisms to track mentioned metrics is
not the contribution of our work, in fact, we rely
on existing work for this.

4.2

Smart Client Selection

After getting the client round time estimate, Ti
for most of the clients, we are ready to run our
clustering algorithm. The clustering algorithm

Ti = M/ULi + Si · Flops/FlopsRatei + M/DLi
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0.0125
1 / cluster size

takes the number of clusters as an input, and
based on it, decide the percentiles of distribution. For example, if number of clusters is 3,
selected percentiles would be 25, 50 and 75.
Clients are sorted into these clusters based on
their Ti ’s mean-squared distance from percentile
values. Since the purpose of this clustering is to
group together clients with almost similar training times, equidistant percentile based centroids
serve this purpose reasonably well.
The clusters constructed this way tend to have
uneven distribution of clients. The clusters with
smaller average training time tend to have most
number of clients compared to clusters with
higher average training time. This means if we
have a round robin pattern of switching between
clusters for each training round, the clients in
larger clusters have smaller probability of selection. Our earlier solution to address this problem
was to construct a weighted round robin pattern
where clusters appeared in the pattern based on
their sizes. For example, if cluster sizes were
(50%, 25%, 25%), the weighted pattern would
be (1,1,2,3), where the first cluster is selected
for 2 rounds compared to the other two.
However, based on feedback during midterm
report, we realise that having different sized clusters also means that clients have varying degree
of privacy. We use k-Anonymity metric to argue
about degree of privacy. k-Anonymity is a metric used to measure the degree of anonymity
in anonymised datasets. Given some identifiers (internal and external), one cannot narrow
down some datapoint to fewer than k individuals. In our case, if we have varrying cluster sizes,
clients in different clusters have varying degree
of k-anonymity. Thus, to be fair to all clients, it
is desirable to have clusters of equal size.
We use a simple trick to even out clusters
created by our algorithm. As we observed that
the slow client clusters tend to have fewer clients.
We pick slowest client from fast client clusters
and add them to the small cluster until sizes
are almost evened out. The inverse of this can
also be done if fast client cluster is smaller, but
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Figure 3: Visualization of the process behind
finding the optimal number of clusters (6 in
both cases). Also worth noticing is superior
efficiency of FedSS ’s clustering algorithm
compared to KMeans.
there we are careful so that shifting clients from
slower cluster does not have a very drastic effect.
This process of evening out has an additional benefit, data heterogeneity amongst clusters. This reduces the socio-economic data homogeneity that could arise due to having similar
type of clients in same clusters.

4.3

Optimal Number of Clusters

As we pointed out in 4.2, standalone client selection algorithm requires the number of clusters as
an argument. However, it can be difficult for operator to know this. Thus, we solve for optimal
value of number of clusters. Having fewer clusters is desirable from the perspective of privacy,
whereas more clusters results in shorter average
round time. However, average round time has
diminishing returns as we keep increasing number of clusters. The optimal number of clusters
would be the point after which we see diminishing returns on improvement in average round
time.
Thus, to find optimal number of clusters, we
simulate training process given round time estimates of clients with different value of clusters. This gives us average round time for the
5

given number of clusters. Then, we use Kneedle [25] to find the optimal point on the curve
of average round time vs. 1/cluster size. The figure 3 shows the curve between average round
time and 1/cluster size along with the knee point
found by Kneedle algorithm.
Figure 3 also compares the effectiveness of
our algorithm as compared to KMeans. This is
simulation of training with 10000 clients and
1000 rounds of training. We also compared it
against DBScan and KDE clustering, which had
almost similar curve as KMeans. The reason
our clustering algorithm does better is because
it is optimised to reduce round time. Whereas
Kmeans and other clustering algorithms are specialised to just cluster data, these clusters may
not be optimal with respect to reducing round
time. Moreover, it is difficult for clustering algorithms to construct equal sized clusters.

4.4
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Figure 4: The RPC-based communication
protocol
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Overhead

Implementation

Based on an open-source federated learning
benchmark system leaf [9], we implemented
FedSS by writing a RPC-based communication protocol and scheduling logic. We emulate
the real federated learning by doing distributed
computations in multiple processes on a single
machine.
Figure4 illustrates the communication protocol in detail. The coordinator thread in the
server asynchronously sends RPC commands to
K selected clients for training with its local data,
while the server thread keeps listening clients’
requests to upload the updated models. After the
client finishes training, the server thread receives
results and increments a shared variable acked
by one. The coordinator thread waits until acked
equals K to continue the aggregation step and
finish this round.
To emulate the real variable network conditions in clients, initially we planned to utilize
Mahimahi [21] to emulate a trace-based network. However, the training time can take 10s
of hours to run one baseline using the emulated

This grouping algorithm has a time complexity
of NlogN, where N is the total number of client
devices. Finding optimal number of clusters can
be costly if the number of clients is quite high.
But this computation can be bounded by limiting
maximum number of clusters to try e.g. for 100
clients, it is not desirable to have tens of clusters.
Moreover, the whole algorithm can be run in
parallel with model training and new schedule
can be used from next round onwards. Network
conditions as well as training time can vary over
time depending on factors like competing traffic,
memory or compute back-pressure. Therefore,
it is desirable to run grouping algorithm periodically on updated estimates of Ti .
In our experimental implementation, we did
not implement mechanisms to measure bandwidth and profile FLOPS because our experiments are simulation based. However, existing
mechanisms to do so are very lightweight and
do not have significant overhead. Similarly, the
profiling of FLOPS can be done by measuring
time to train a round.
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Figure 5: The total time taken by FedSS ,
FedCS and Random Selection to train 2800
rounds.

Figure 6: CDF of time taken per round for
FedSS , FedCS and Random Selection.
fairness between our system and benchmarks,
same random delays are used for clients across
all our experiments. Similarly, same distribution
of dataset between clients is used across our
experiments.
We explored different metrics to evaluate our
system. Since our trade-off is between training
time and bias, we primarily focus on metrics to
capture these two.

network, which is intolerable given the time and
experiments resource limitation. Thus we simulate the network delays based on the internet
speeds data from World Population Review [2].
Since we neither own the required number of
mobile phones, nor find an appropriate mobiledevice emulator for experiments, we simulate
the training speed based on the benchmarked
FLOPS [5] of top 20 most sold mobile phones
in 2020 [27].

6.1
6

Training Time

Measuring training time is easy, we can individually measure the time taken to complete
one round of training at the server. This time
would include time taken to send model to all
clients concurrently, time taken by the clients to
train and send back the gradients. This process
is bottlenecked by the slowest client accepted
by the server for aggregation. Thus, time per
each round is measured by the time taken by the
slowest client to receive, train and send back the
model.
Figure 5 shows the total time taken by FedSS
and benchmarks to run 2800 rounds of training. FedCS beats our system by approximately
40%, because in each round it only waits for
the fastest clients to send back the gradients.

Evaluation

We evaluate FedSS against our implementation
of FedCS and random client selection. We train
a CNN model on subset of Femnist dataset, distributed in a Non-IID manner between 20 clients.
Initially, we wanted to run our experiments on a
much larger number of clients, but it’s not possible to run so many instances of concurrent CNN
models in our machine (neither given VMs). For
FedSS and random client selection, we set number of clients per round to be 5. For FedCS, we
select 8 clients per round but aggregate updates
with first 5 responses. Also note that for system and network heterogeneity, we simulate delays for different clients. However, to ensure
7

Figure 7: The average accuracy of the global
model for FedSS , FedCS and Random
Selection.

Figure 8: The average loss of the global model
for FedSS , FedCS and Random Selection.
calculated as :

This can be validated by looking at the CDF
of time taken per round by FedCS in figure 6.
On the other hand Random Selection has the
longest training time, since time taken per round
in this case would be straggled by the slowest
client. Again this can be validated by looking at
CDF for Random Selection in figure 6, which is
shifted to right. In comparison, FedSS which selects clients with similar training times together
is able to run more than 80% of the rounds much
faster saving us about 40 hours in training.

6.2

TP+TN
T P + T N + FP + FN
Figure 7 & 8 respectively show the average
accuracy and loss of global model across all
clients. From the first look, it seems if all the
strategies have similar performance with respect
to model validity. However, a deeper look at the
model’s metrics show a clearer picture.
Table 1 shows the breakdown of accuracy of
the model across different kinds of clients. We
notice that while FedCS has an average accuracy
as good as Random Selection and FedSS , it has
lower accuracy for slower clients. On the other
hand, on faster clients, its accuracy is higher than
both Random Selection and FedSS . This difference of performance on slow clients captures the
bias in FedCS’s client selection strategy. This
difference arises from the fact that faster clients
end up getting a lot more say in the training than
the slow clients.
The 1.5% difference of accuracy for FedSS ,
although negligible, can be explained from data
heterogeneity point of view. Recall that Random
Selection by design does not have any explicit
bias due to device heterogeneity. This is because
Random Selection selects clients randomly and
then waits for all of them to respond before ag-

Bias

Before measuring bias, let’s take a look at the
performance of global model after 2800 rounds
for each of the selection strategies. There are
many well established evaluation measures for
classification models including precision, recall,
accuracy, f1-score, etc. For our evaluation, we
have selected accuracy and f1-score as the measures.
6.2.1

Accuracy

Accuracy is the measure to determine the correct prediction ratio for the given dataset. It is
8

Accuracy for 4 Slowest Clients
Accuracy for 4 Fastest Clients
Random
Random
Client FedCS
FedSS Client FedCS
FedSS
Selection
Selection
1
68.76
80.12
79.81
1
83.28
85.92
86.80
2
72.34
76.17
76.59
2
55.97
55.97
60.37
3
56.68
67.51
71.33
3
80.07
76.56
78.90
4
67.32
71.25
70.86
4
84.88
79.42
78.13
Average 66.27
73.76
74.65 Average 76.05
74.47
76.05
Table 1: A breakdown of accuracy of model across 4 slowest and 4 fastest clients for each of the
selection strategies.
gregating. Thus, the 1% difference in its accuracy when compared on faster vs slower clients,
can solely be attributed to data heterogeneity.
The fact that FedSS does as good as Random
Selection while reducing the training time by
a huge margin shows promise that FedSS can
reduce bias and amortize the cost of slow nodes.
6.2.2

F1 Score

F score is a measure to determine model performance by using both, precision and recall values.
Precision is the measure to determine the percentage of correct results out of all the results
for a given class. It is given as :

Figure 9: The average F1 score of the global
model for FedSS , FedCS and Random
Selection.

T P/(T P + FP)
Recall is the measure to determine the percentage of correct results out of all the true results
for a given class. It is given as :

class imbalance issue due to non-iid distribution
of data across multiple clients.

T P/(T P + FN)
Table 2 shows the breakdown of f1-score for
the slowest and the fastest clients trained during our evaluation. The results are consistent
with the accuracy scores. FedSS achieves results similar to FedCS for the fastest clients and
FedSS improves the results by 10% for the slowest clients as compared to FedCS. Similar to accuracy, the results from FedSS matches to random selection while taking considerably lesser
amount of time to train.

F1 score, also known as balanced F score, is the
harmonic mean of precision and recall.
2∗

precision ∗ recall
precision + recall

For a multi-class classification, F1 score is given
as the average of F1 score of each class based
on averaging scheme. For our experiments, we
have selected weighted averaging to deal with
9

F1 score for 4 Slowest Clients
F1 score for 4 Fastest Clients
Random
Random
Client FedCS
FedSS Client FedCS
FedSS
Selection
Selection
1
67.10
78.08
77.22
1
81.48
83.72
84.45
2
69.00
72.58
73.51
2
56.34
56.86
60.85
3
54.04
66.32
69.97
3
77.50
73.60
75.64
4
62.28
68.02
67.69
4
85.13
79.39
78.14
Average 62.60
71.25
72.09 Average 75.11
73.39
74.77
Table 2: A breakdown of F1 score of model across 4 slowest and 4 fastest clients for each of the
selection strategies.
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Future work

processor types and memory size, to initialize
the grouping based on some regression models.
The rationale behind it is that the clients with
similar hardware should have similar computation capability under most circumstances (unless many other background tasks compete for
resources). Whenever a new client joins, FedSS
takes one RTT to collect this information and
determine its initial group based on the model,
which is still better than random initialization.

We discuss the limitations of FedSS and the future work in this section. While FedSS achieves
the best trade-off between training time and data
heterogeneity in our testbed, we have some restrictions in experiments which need more work
and real world experimentation.
Experimental Setup: Currently, we are
bound to work on our local setup, which restricts
us to be able to run experiments with only 20
clients. Running with more clients results in system crashing. We believe better performance on
larger number of clients as this improves clustering. Also, it would be really valuable to be
able to run our setup with some real devices,
along with implementations to track client environment.
Handling Churn: Currently FedSS assumes that all clients join in the beginning and
maintain available during the whole training procedure, which may not be true in real-world federated learning. Recalling that it takes a few
rounds for FedSS to measure and profile the
new client’s network condition and computation
capability, it can be hard for FedSS to track this
information accurately in the scenario where
clients join and leave frequently.
To mitigate the possible performance degradation due to the measurement and profiling delay
of new connected clients, we propose to collect
the hardware specifications of clients, such as

Data Heterogeneity: FedSS treats all
clients equally in every selection, which may
not be the optimal solution. Although the selection is unbiased, the data heterogeneity itself
among clients is another important source of
bias [13, 14, 28]. If a subset of clients with similar kind of data are picked most of the times,
model will converge faster but can have severe
bias to the data distribution of that subset and
may not be able to capture the true global data
distribution.
To overcome this issue, we want to explore
the possibility to introduce the training loss of
individual clients into client selection process.
Specifically in the every round, if the training
loss for a particular client is non-significant, we
exclude it from selection for next few rounds.
This will improve the probability of other clients
contributing towards the global model and also
prevent model askew.
Scalability and Fault-tolerance FedSS applies only one server in the system, which in10
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